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Abstract—Data centers (DCs) consume a large and growing
share of global energy. Within DCs, storage already accounts for 5–
9% of total DC energy, making storage optimization an important
lever to reduce DC energy use. In this work, we focus on improving
the energy efficiency of high-performance storage, where flash-
based NVMe SSDs are the state-of-the-practice storage devices.
To achieve this improvement, practitioners need to understand
the impact of their software configurations on the efficiency of
such storage. However, such understanding is limited for NVMe.
Specifically, the storage stack exposes many individual knobs,
while commonly conducted single source measurements further
obscure which hardware component changes efficiency.

In this work, we address this gap, enabling practitioners to
understand how to make their storage workloads more energy
efficient. First, we characterize the energy efficiency trade-offs for
storage knobs across the Linux storage stack using 5 commercially
available consumer and datacenter SSDs, including I/O access
patterns, hardware-specific knobs such as DVFS and NVMe power
states, I/O schedulers, I/O control, I/O interfaces, filesystems,
and applications. We further attribute energy-efficiency changes
separately to the SSD, CPU, and whole server. From this
characterization, we make 7 observations for NVMe workloads.

Across our 7 observations, we find that maximizing I/O band-
width generally improves SSD, CPU, and server efficiency, while
configuration efficiency remain component and device specific.
Second, to enable practitioners to reproduce our characterization
and extend it with additional experiments on their own hardware
setup, we introduce nvme-energy-bench, a benchmark orches-
tration framework. Its design is modular, allowing practitioners
to add or remove sensors as needed and to incorporate custom
workloads easily. All our code is open source and available at
https://github.com/atlarge-research/nvme-energy-bench.

Index Terms—Energy efficiency, Measurements, NVMe

I. INTRODUCTION

Data centers (DCs) are power-hungry; today, individual DCs
consume as much power as cities [1], and by 2026, all DCs
combined are expected to consume 2–6% of global energy [2].
This consumption needs to be reduced due to monetary costs,
grid capacity, and environmental concerns [3], [4]. Reducing
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Fig. 1. Holistic overview of nvme-energy-bench: its workload & system
configurations, its HW & SW sensors, and automated plotting & analysis.

energy use of storage systems is especially crucial, since storage
is estimated to account for 5–9% DC energy [5], [6]. Moreover,
in storage-dense deployments such as in flash arrays (e.g.,
containing 16–24 NVMe SSDs), the aggregate SSD power can
reach 12–15% of system power while the CPU consumes
as much as 36% [7], making storage energy optimization
particularly impactful. This work is part of this concerted
storage effort and focuses on the energy efficiency of high-
performance data storage, where flash-based NVMe SSDs are
the state-of-the-practice. To make such state-of-the-practice
storage more efficient, practitioners need to understand which
software knobs in the storage stack affect efficiency trade-offs.

Nevertheless, the trade-offs for NVMe SSDs in Linux are
largely understudied, and different SSD models can exhibit
different characteristics. A key reason for SSD models differing
is that they are black-box devices: their firmware-controlled
internals (e.g., flash translation layer (FTL) mappings, garbage
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collection strategies, and power state implementations) are
opaque to both the host and the user. This can cause identical
workloads to have different energy-efficiency trade-offs, while
overall trends usually remain similar. In this work, we address
this challenge and characterize these trade-offs. We make 7
key observations on a range of commercially available SSDs.
Practitioners can use these recommendations as guidelines for
reducing the energy of their NVMe storage stack. Additionally,
we introduce a benchmark orchestrator for NVMe SSDs,
nvme-energy-bench, to allow practitioners to determine
optimal efficiency for their setup. The overarching challenge
this work addresses is the lack of understanding of how to
optimize storage energy efficiency in Linux for flash-based
NVMe SSDs. NVMe SSDs require a fundamentally different
approach than older storage (e.g., SATA SSDs and HDDs)
because they enable double-digit microsecond access latencies
and gigabytes of bandwidth [8], [9], obsoleting the decades-old
mantra that storage is slow and the CPU is fast. We thus need
to rethink the roles of the CPU and storage for performance, as
overhead frequently shifts to the CPU, which has already led to
more user-controllable APIs such as SPDK and io_uring [10].

Such rethinking for energy efficiency is also needed, yet it is
challenging because: (i) practitioners must consider several stor-
age knobs on the host (i.e., access patterns, I/O schedulers and
interfaces, cgroups, and file systems) and hardware components
(i.e., DVFS, NVMe power states), and the interactions among
these knobs remain understudied; (ii) practitioners need to
account for the energy effects on multiple hardware components
(i.e., NVMe SSD, CPU, and server), but many studies rely
exclusively on power measurements from a single source
(e.g., from a server PDU), which prevents attribution to the
responsible component and can mask opposing efficiency trends.
Measuring server power also introduces confounding effects
such as PSU power-conversion losses [11], signal smoothing,
and limited sampling granularity; (iii) NVMe SSDs are black-
box devices whose firmware-controlled internals vary across
models, meaning that energy-efficiency optima differ between
devices and cannot be predicted from specifications alone.

Below, we explain the research gaps for each of the individual
software knobs in more detail. First, while the impact of access
patterns on flash energy is well understood (e.g., flash’s read and
write energy asymmetry, flash power non-proportionality, and
on-SSD processes), they are also highly device-specific [12],
[13], [14], [15], [16], [17], [18]. For example, the most efficient
request size differs between SSDs. Most of those studies also
concern SATA SSDs, which are slower and not representative of
current flash-based NVMe SSDs. Furthermore, I/O affects CPU
energy, which may not align with SSD characteristics, requiring
analysis of the energy efficiency interplay between the two
components. Second, Linux knobs such as I/O schedulers [19]
and I/O interfaces [20] can have a significant impact on whole
server energy, but it is not known how such knobs interact with
other knobs, nor how their characteristics vary across flash
NVMe SSDs, since current studies of these knobs focus on ULL
NVMe (not conventional flash). Third, hardware component-
specific knobs, such as NVMe power states [21] and CPU

TABLE I. DETAILS OF THE HARDWARE SETUP

Component Configuration details

Server Supermicro SYS-2029GP-TR
CPU Dual socket Intel(R) Xeon(R) Silver 4210 CPU, 20 cores,

hyper-threading disabled, Spectre and Meltdown patches
DRAM 256 GiB, DDR4

DVFS [7], [22], are intended to limit power but do not guarantee
improved efficiency. In particular, NVMe power states only
specify a maximum power draw per state and do not describe
how the SSD should implement the power state. How the SSD
achieves the aforementioned power state is opaque to the host.
The SSD could trade off performance to meet that power cap.
Clearly, these knobs exhibit device-specific behavior and their
interactions are unknown. Last, the file system layer has not
yet been characterized for NVMe SSD energy efficiency.

Our solution for the knob complexity is two-pronged. First,
we characterize the efficiency impacts of the knobs on 5
state-of-the-practice, commercially available SSDs and make 7
observations. These recommendations can help practitioners
understand the factors that affect NVMe energy efficiency and
optimize the energy efficiency of their hardware setup. Second,
we design and implement an open source framework for charac-
terizing energy efficiency trade-offs, nvme-energy-bench,
that measures the efficiency impact of knobs on individual
hardware components separately. By instrumenting the SSD,
CPU, and server with dedicated sensors (hardware and soft-
ware), nvme-energy-bench allows attributing efficiency
to particular components. It has a modular design, allowing
practitioners to add or remove sensors and benchmarks as
needed. Its modular design allows practitioners to add sensors
and benchmarks via YAML configurations. It is also designed
to be extensible, with the ability to support new sensors and
benchmarking tools through interface implementations.

We visualize nvme-energy-bench with its setup and
features in Fig. 1. In our benchmarks, we use the state-of-the-
art PowerSensor3 [23] for the SSD, a PowerPDU [24], and
RAPL [25] for the CPU. This framework gives practitioners
a bird’s-eye view of energy characteristics, enabling them to
identify energy bottlenecks and trade-offs in both hardware
and software, while highlighting system-wide optimization
opportunities. Component level attribution is central to our
contribution. By measuring individual hardware components,
we can attribute inefficiencies to specific components. Whole-
system measurements cannot provide this level of insight
because they do not allow us to identify opposing trends or at-
tribute changes in power consumption to particular components.
We used nvme-energy-bench for our observations.

We summarize the contributions of this work as follows.
• nvme-energy-bench, a first-of-its-kind benchmark

orchestrator for characterizing energy efficiency trade-offs
of Linux storage stack knobs that attributes energy con-
tributions of NVMe SSDs, CPUs, and servers separately.

• Using nvme-energy-bench, we characterize energy
efficiency on a server with flash-based NVMe SSDs,



TABLE II. SSD SPECIFICATIONS (VENDOR REPORTED NUMBERS)

SSD Capacity DRAM cache Random R/W IOPS TBW Purpose

“A” 1 TB HMB 1.5 M / 1.5 M 600 Consumer
“B” 1 TB 1 GB 1 M / 1 M 600 Consumer
“C” 960 GB - 413 k / 44 k 1400 Datacenter
“D” 960 GB Avail 580 k / 70 k 1752 Datacenter
“E” 3.84 TB Avail 1 M / 200 k 7000 Datacenter

SSD vendors: Samsung, Western Digital, Solidigm, Crucial.

leading to 7 observations. These recommendations can
help practitioners understand the factors affecting NVMe
energy efficiency and optimize their workloads on SSDs.

• All our code, including nvme-energy-bench, is open
source and available at https://github.com/atlarge-researc
h/nvme-energy-bench.

II. SETUP AND APPROACH

Below, we detail our hardware, software, and measurement
setup, and how we evaluate energy efficiency. We run all
benchmarks with nvme-energy-bench, and the discussed
benchmarks are readily available as YAML configurations.

Hardware and measurement setup: For SSD power
measurements, we use the state-of-the-art PowerSensor3 [23],
a custom, open source, and accurate PCIe power sensor. For
server-level measurements, we use two NETIO PowerPDU
4KS [24] (two inlets). For the CPU and DRAM, we use the
software-based RAPL [25]; throughout this work, we will refer
to this setup as CPU. We sample from the PowerSensor3 and
RAPL at 1 ms granularity and from the PDUs at 500 ms gran-
ularity (minimum granularity). We detail our server hardware
in Tab. I. We evaluate all our workloads on 5 anonymous,
representative NVMe flash SSDs from major SSD vendors
(Tab. II) to show the generalizability of our results. SSDs “A”
and “B” are intended for lower power consumer devices and
support autonomous power state transition (APST). APST lets
the SSD move between power states autonomously, using a
table of idle time thresholds. SSDs “C”–“E” are intended for
data centers (no APST). The DRAM cache column in Tab. II
indicates the DRAM cache used, usually for the purpose
of caching FTL mapping tables and absorbing writes [26],
[27]. SSD “A” has no on-device DRAM and instead uses
host memory buffer (HMB), an NVMe feature where the
SSD borrows a small region of host DRAM over PCIe. The
datacenter SSDs “D” and “E” have on-device DRAM but
the vendor does not publish its size, so we mark these as
“Avail”. These differences matter for energy because DRAM
caching affects idle power, FTL lookup cost, and write buffering
behavior, all of which interact with the knobs we study. We
evaluate one SSD at a time to isolate and attribute energy
changes to the SSD, CPU and whole server independently.
Multi-SSD setups, RAID, and networked/distributed storage
systems introduce various additional knobs and additional host
and network overheads that confound attribution. We discuss
their implications and directions for future work in §V.

To understand the power range of our hardware setup and
thus the power that can be saved, we plot the power ranges
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Fig. 2. Observed power range of our hardware setup.

of the used hardware components in Fig. 2. The SSD ranges
are inferred from all our micro-benchmark evaluations (see
§III). The CPU (RAPL) and server range (PDU) are inferred
by measuring idle power with the lowest evaluated DVFS
frequency (see §III), our micro-benchmark evaluations, and by
running the stress-ng [28] “cpu” benchmark on all cores with
the highest evaluated DVFS. For this plot, we use a 100 ms
rolling average for both CPU and SSDs to remove noise for the
minima and maxima. The server measurements are at 500 ms,
since we measure an AC signal and the PowerPDU is limited
to this granularity. We hypothesize that the PDU’s observed
range is narrower than the CPU’s because the PDU measures
AC power at the wall (before the PSU), capturing the PSU’s
conversion overhead and any smoothing inherent to the AC
measurement at its coarse minimum sampling granularity of
500 ms. As a result, transient power variations of individual
components are attenuated in the PDU signal. RAPL, being a
hybrid model (combining voltage regulator data with a software
model), while very accurate, may also report a slightly wider
range than the true electrical draw [25]. We additionally verified
the PDU readings using IPMI DCMI.

Software: We evaluate on Ubuntu 22.04.5 LTS
with Linux kernel 6.17.3. In our experiments, we use
nvme-energy-bench integrated with various benchmark
tools. For micro-benchmarking, we use the state-of-the-practice
fio [29] (3.41, commit #ed675d3).

For application benchmarks, we use filebench [30] (1.4.9.1,
#0ce9491), and YCSB [31] (0.18.0, #1e62880) with RocksDB
(6.2.2). As summarized in Fig. 1, each experiment is configured
with YAML files for benchmarks, sensors, system knobs, and
plots. For each run, nvme-energy-bench prepares the
NVMe SSD and file system; sets the NVMe power state;
configures DVFS, NUMA, schedulers, and cgroups; and col-
lects hardware and software sensor data with a workload such
as fio, filebench, or YCSB. Additionally, it repeats workloads
for standard deviation, and automates analysis and plotting.

Experimental design: A combinatorial sweep of all knobs
is prohibitively large, and we do not attempt an exhaustive
search. We use prior work and preliminary characterizations
with a single knob at a time to establish relevant ranges and
saturation points. We then re-evaluate representative points in
cross-knob experiments. We collect cross-knob data for request
sizes, queue depths, I/O engines, DVFS, NVMe power states,
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Fig. 3. Random read scaling impact on SSDs.

and filesystems. §III details the exact values per experiment.
With fio, we use direct I/O only, and before each filebench run

and after fileset creation, we drop the page cache [30]. Unless
explicitly stated, we use io_uring as the I/O interface within
fio, and use no I/O scheduler (none). Before each workload
with writes, we further format and precondition the SSD and
bring it to its steady-state following the SNIA guidelines [32].
We evaluate knobs from the following layers: NVMe power
states and APST [21], CPU DVFS [7], I/O schedulers [19],
cgroups [33], file systems, and I/O interfaces [20]. All of these
are known to impact energy or to have overhead implications
for performance and CPU, and together cover the configurable
layers between the storage device and workloads on a single
server. Lastly, to limit the effects of our sensor collection
on CPU energy, nvme-energy-bench collects data on a
different NUMA node than running workloads, while the
evaluated NVMe SSD and the workload are placed on the
same NUMA node.

Measuring energy efficiency: Energy efficiency constitutes
the amount of “work” completed per joule. In this work, we
measure “work” as bytes processed (sum of read and written)
for our fio workloads, as file I/O operations completed for
filebench, and as KV CRUD operations for YCSB-RocksDB.
Since we evaluate the power of individual hardware compo-
nents, we always state whether we calculate the efficiency over
the SSD, CPU, or server power.

III. ENERGY EFFICIENCY CHARACTERIZATION

We conduct our characterization through a series of research
questions. First, we determine the impact of I/O shaping and
access patterns on SSD and CPU efficiency. Second, we ask
whether I/O interfaces, CPU DVFS, and their combination can
change the efficiency of prior shaping. Third, we determine
the impact of NVMe-specific power states and APST knobs
on efficiency. Then we look at the overhead of I/O schedulers
and cgroups. Last, we ask whether our observations from
previous questions still apply on the file system level, i.e.,
without direct access to NVMe. We discuss each layer’s impact
on the evaluated hardware components below. We use fio
for all research questions, except for the file system and
application workloads, where we also use filebench and YCSB
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Fig. 4. Random read scaling impact on CPU.

with RocksDB. We omit server efficiency unless stated, since
we find its efficiency trends to closely follow the CPU. Due
to space constraints, we do not plot all of our results, but we
include all plots and more results in the artifact.

(RQ1) Does I/O shaping affect energy efficiency dif-
ferently for the hardware components and what are the
trade-offs? Do access patterns change efficiency?
Workloads issue I/O with specific access patterns to the SSD
or file system, i.e., reads versus writes, and sequential versus
random. On such patterns, workloads commonly use I/O
shaping to improve performance; for example, by increasing
the request size, queue depth (QD), and the number of threads.
Larger requests allow more bytes to be processed with fewer
operations, and queue depth and threads increase the number
of requests queued or processed in parallel. With this question,
we ask whether we can optimize energy efficiency with such
shaping, if shaping affects the hardware components differently,
and the impact of access patterns. Access patterns and shaping
are already known to affect SSD energy [17], [21]. However,
the impact on individual hardware components, the differences
between SSD models, and the resulting energy efficiency are
less clear. Practitioners can use such analysis to pick the most
efficient shape based on the access pattern and SSD.

We evaluate I/O shaping by starting with a 4 KiB QD=1
random read workload. We then evaluate three forms of scaling:
QD scaling, request size scaling, and thread scaling. We
increase QD and threads from 1 to 256 in powers of two,
and increase request size from 4 KiB to 1 MiB in powers of
two. We use these values because all SSDs were saturated past
these points. For validation, we ran these workloads on all
SSDs and verified the resulting trends under the knobs of later
RQs (e.g., I/O interfaces). Lastly, we evaluate efficiency at peak
bandwidth for the access patterns: random and sequential read,
random and sequential write, and mixed random read and write
(30/70) to see whether access patterns alter the observations.

SSD efficiency: We observe that random read SSD efficiency
is correlated with bandwidth across all evaluated SSDs and
all three scaling methods. To demonstrate this correlation, we
plot efficiency for three SSDs, all with distinct performance
models, in Fig. 3 a–c, where we plot bandwidth on the
x-axis and efficiency on the y-axis (higher is better). The
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Fig. 5. SSD efficiency for access patterns (4 KiB, QD=256).

other SSDs behave similarly. Here, higher bandwidth generally
implies better efficiency, but depending on the SSD, the three
scaling methods have either higher or lower efficiency at
comparable bandwidth. Furthermore, the three shaping methods
have different bandwidth saturation points. For example, SSD
“A” scales well with large requests, and “E” scales well with
queue depth and threads. Note that for large requests, the kernel
occasionally splits I/O due to an SSD’s maximum transfer size,
increasing the effective SSD QD. The reason for the correlation
between bandwidth and efficiency is that the power increase
per scaling method is shallower (and mostly linear) than the
bandwidth increase. We plot the power per achieved bandwidth
in Fig. 3 d–f with power on the y-axis. The power scaling differs
across SSDs. We hypothesize that the SSD-specific behavior is
due to the black-box nature of NVMe SSDs: devices can have
different firmware-controlled internal mappings, strategies for
parallelizing I/O across channels and NAND chips, and access
preferences [17], [27], and the CPU being saturated earlier
with our single-threaded workloads (QD, RS).

CPU efficiency: For the CPU, there is also a correlation
between bandwidth and efficiency for I/O-only workloads. We
plot this correlation in Fig. 4 a–c. We find that a combination
of scaling methods (not plotted) is typically needed to saturate
SSD bandwidth and efficiency. However, for comparable
bandwidth, request size scaling followed by QD is preferable to
threads for CPU efficiency across all SSDs. This preference is
due to differences in power consumption, even with comparable
bandwidth. We plot this power consumption in Fig. 4 d–f. In
this plot, increasing threads increases CPU power by up to
30.61 W; above the single thread baseline, increasing QD raises
it by up to 5.15 W; and request size can raise or lower CPU
power, depending on the size. Larger requests generally incur
higher latency on SSDs, reducing IOPS and thus the CPU’s
load. On SSDs that improve IOPS with QD scaling (e.g., “E”),
increasing QD leads to a higher CPU load per used core,
increasing power consumption. To scale up to peak saturation
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(d) “D” with 1 MiB requests

Fig. 6. Random read CPU efficiency per I/O interface.

(not plotted), we recommend increasing request size or QD
first, and only then adding threads if needed.
Observation 1: The efficiency impact of different I/O shaping
strategies on flash-based NVMe SSDs varies. We hypothesize
that this is due to opaque, firmware-controlled internals.
Therefore, I/O shaping requires device-specific optimization.
We observe that request size, QD, and thread efficiency
scale differently across SSDs. However, we find the highest
bandwidth generally leads to the highest SSD efficiency. This
bandwidth correlation also applies to the CPU. However, the
CPU has an I/O shape efficiency preference due to different
power scaling: scaling bandwidth with large requests does
not always increase power consumption, whereas queue depth
and threads lead to a more substantial increase in power.

Access patterns alone can change SSD efficiency, making
pattern-aware workload tuning a separate optimization axis for
I/O shapes. We find (not plotted) that the CPU is not affected
in this regard. Across all access patterns, we generally find
that increased bandwidth still leads to higher SSD efficiency;
however, the achievable efficiency and its stability vary. In
Fig. 5 a–b, we plot the efficiency for two SSDs under differing
access patterns at peak queue depth (QD=256) for 30-minute
long runs, with the efficiency on the left y-axis and the power
on the right y-axis. First, on SSD “A”, sequential reads are
more efficient than random reads (2.35×), but not on SSD
“D”, indicating that whether sequential or random is more
efficient is device-specific. Second, we observe writes to be
less efficient across all scenarios (expected), and this difference
varies between SSDs (e.g., the difference between random
reads and writes is 84.29% larger for “D” than for “A”).
We hypothesize that write efficiency is lower due to GC as
power and bandwidth are unstable over time. We plot such
behavior in Fig. 5 c–d for two random write runs, with the
bandwidth on the left y-axis and the power on the right y-axis.
Bandwidth and power fluctuate; hence, efficiency fluctuates as
well. Importantly, since write power and efficiency are not only



determined by client bandwidth, SSD write efficiency cannot
and should not solely be inferred from achieved bandwidth.
O2: Access patterns, i.e., read versus write and random versus
sequential, do not affect CPU energy efficiency. Therefore, the
same rules as O1 apply to the CPU across access patterns.
For the evaluated SSDs, however, we find that achievable
efficiency varies across access patterns, requiring different
optimizations per pattern. Whether sequential reads are more
efficient than random is SSD-specific. Furthermore, we find
that write workloads are generally less efficient and unstable,
and their efficiency is not only determined by client bandwidth.

(RQ2) What is the effect of the I/O interface, including
the choice of polling and interrupts, on energy efficiency?
The I/O interface determines what happens on each read and
write on the CPU; hence, it is an important configuration
for I/O optimization. For example, the interface determines
the number of syscalls and whether polling or interrupts are
used on completion. The Linux kernel provides the POSIX
I/O, libaio, and io_uring interfaces. io_uring can further be
configured to use submission polling (i.e., spoll) instead of
syscall submissions, and to use completion polling (i.e., cpoll)
instead of interrupts. Notably, spoll requires an extra polling
thread. Last, for the highest bandwidth and zero syscalls,
there is the user-space library SPDK. SPDK always uses
completion polling instead of interrupts. It is known that the
choice of interface (configuration) has a significant impact
on server energy [20], [34], [35]. With this question, we
determine whether our I/O shaping recommendations apply to
all interfaces for multiple flash NVMe SSDs, and conversely,
whether I/O shaping across different SSDs leads to different
interface recommendations. We also verify whether the interface
choice affects only the CPU (e.g., not the SSD due to fewer
requests or saturation).

We run our I/O shaping experiment and use random reads.
We use all previously discussed interfaces. For io_uring, we
follow the recommended performance guidelines [36] and use
three configurations: syscall + interrupts (shortened to INT),
spoll, and spoll + cpoll (shortened to cpoll). We set 4 poll
queues in the NVMe module (default=0; > 0 needed for spoll).

First, we find that the interface does not affect the SSD
(expected). Second, we find our request size and queue
depth CPU observations (O1) to apply to all interfaces (not
plotted). Increasing the request size does not imply higher CPU
power, and increasing QD leads to a CPU power increment;
both improve efficiency. Third, we find that the I/O shape
significantly affects the efficiency of the interfaces, and the
optimal interface depends not only on the shape but also on
the SSD. While past research demonstrated that polling is
efficient for small I/O on ULL SSDs even at low QD [20],
[35], flash NVMe SSDs span a wide range of devices, and this
rule of thumb does not apply to all flash SSDs we evaluated. In
Fig. 6, we plot interface efficiency on two SSDs with different
performance models. SSD “A” is a consumer SSD, “D” a DC
SSD. On the x-axis, we plot the QD, and on the y-axis, the
achieved efficiency. We do not plot POSIX I/O as it is always
the least efficient and does not support QD>1. On SSD “D”,
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Fig. 7. Random read CPU efficiency with DVFS on “D”.

we find that the choice of interface for small requests only
matters at QD>32, where polling interfaces are significantly
more efficient (i.e., SPDK is 62.16% more efficient than libaio
at QD=256). For larger requests (e.g., 1 MiB, but also 64 KiB),
however, we find that interrupt-driven libaio or io_uring are
most efficient. On SSD “A”, these observations do not apply,
and SPDK is always the least efficient; here, libaio and io_uring
are the most efficient options for all sizes and QDs. We find
similar differences on the other SSDs. The reason for this
difference between SSDs is that polling only becomes efficient
when both the latency of a request is low (i.e., typically smaller
I/O) and many requests complete per second (i.e., high IOPS).
Another likely (not evaluated) contributor is C-state residency.
Interrupt-driven I/O can expose idle intervals [37] in which
cores can enter lower power states to reduce power, whereas
polling will keep the cores active. We retain the system’s default
C-state policy and do not measure C-state residency.

Lastly, we observe that increasing threads (not plotted) does
not scale well with SPDK or cpoll at low QD.
O3: The choice of the most efficient I/O interface depends not
just on the request size and QD, but also on the SSD model.
POSIX I/O is always the least efficient. For small requests,
we find polling interfaces to be most efficient on some SSDs,
but only at sufficiently high QD (e.g., >32 for SSD “D” with
random reads). Among polling interfaces, we find SPDK to
be the most efficient option, followed by io_uring + spoll,
and io_uring + cpoll. On the other hand, on some SSDs,
such as SSD “A”, polling is never efficient, indicating that
the choice of polling is more involved for flash SSDs than
for ULL SSDs [20], and should not be a fixed configuration.
What we observe on all evaluated SSDs is that as requests
become larger (e.g., 1 MiB), interrupt-driven interfaces become
more efficient, and for small requests at low QD (e.g., 4 KiB,
QD<=32) equally efficient to polling interfaces. On some
of these configurations, libaio is the most efficient interrupt
interface, and on others, io_uring + INT.

(RQ3) What is the effect of CPU DVFS on energy
efficiency? Does it impact the choice of I/O interface?
Dynamic voltage and frequency scaling (DVFS) is a technique
to lower CPU power by lowering voltage and frequency. DVFS
can be an effective method to reduce CPU energy when not all
of a CPU core’s power is needed, and has shown merit for I/O-
only workloads [7], [22], [38], e.g., storage servers. However, it
leads to bandwidth challenges when the frequency is too low or
when cores are shared with compute. It is more effective when
CPU load is low and should therefore be carefully considered
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Fig. 8. Per interface DVFS CPU efficiency on “D”.

with processing-intensive software stacks. With this question,
we combine DVFS with I/O shaping and I/O interfaces, and
determine whether DVFS offers efficiency advantages and
changes our prior recommendations (which all use the default
Schedutil governor as baseline). The interaction between DVFS
and interfaces is unknown. We evaluate DVFS using our
random read I/O shaping experiments for all prior evaluated
I/O interfaces. We evaluate with the Schedutil governor as a
baseline and without a governor at 1.00, 1.44, 1.88, 2.32, 2.76,
and 3.20 GHz frequencies (DVFS), covering our CPU’s range.

We observe that lowering the frequency generally im-
proves efficiency across all evaluated I/O interfaces and SSDs.
However, there is an I/O shape specific threshold at which
further lowering the frequency reduces efficiency, as bandwidth
decreases faster than power. Generally, we find DVFS effective
for small requests at low QD (e.g., 4 KiB, QD<16) and for
large requests at any QD. In Fig. 7, we plot the impact of
DVFS for io_uring + INT for SSD “D” with QD scaling on the
x-axis. For 4 KiB requests, DVFS (i.e., the lower frequencies
such as 1, 1.44 GHz) is effective for 4≤QD≤16, but beyond
this QD, we observe efficiency decreasing by up to 49.78%
at QD=256. For 1 MiB requests, DVFS is effective for all
evaluated QDs with improvements up to 40.24% .

To understand if the used interface changes this observation,
we plot the impact per interface for QD=256 in Fig. 8. On the
x-axis, we plot the frequency, and on the y-axis, we plot the
efficiency. For large requests, efficiency increases with DVFS.
For small requests at QD=256 (i.e., implying high IOPS), the
efficiency of all interrupt-driven interfaces decreases. However,
the efficiency of the completion polling interfaces (i.e., SPDK
and cpoll) improves by up to 47.50% until 1.44 GHz.

We have similar observations on the other SSDs and thread
scaling (not plotted), but we find efficiency generally decreases
only for SSD workloads with high QD scaling (high IOPS).
O4: For I/O workloads, DVFS improves efficiency for all
evaluated I/O interfaces and SSDs. The efficacy depends on the
I/O shape and the SSD. It improves efficiency when using large
requests irrespective of the QD (e.g., up to 53.13% for 1 MiB
on SSD “D” with io_uring + CPOLL). There is a threshold
where reducing frequency reduces bandwidth more than it
saves power. For small requests at high QD on SSDs that
support such scaling, this threshold is at higher frequencies.
For Linux’s interrupt-driven interfaces, we consistently observe
efficiency losses with such high QD I/O and DVFS (e.g., up
to 49.78% for 4 KiB on SSD “D” with io_uring + INT).
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Fig. 9. SSD efficiency for NVMe power states (PS). (PS0 is largest power
cap, PS2 is lowest power cap)

(RQ4) What is the effect of NVMe power states and
APST on energy efficiency?
The NVMe specification provides two methods to control SSD
power: NVMe power states (PS) and autonomous power state
transition (APST). Practitioners can explicitly set the PS, which
specifies the maximum power the SSD can use, i.e., a form
of power capping. Crucially, a PS defines only the maximum
power draw; the NVMe specification does not mandate how
SSD firmware implements a given state internally. It is known
that some SSDs degrade throughput and latency through their
power states. This degradation in performance is reported to
the user through the power state descriptor as a “relative” loss
in throughput and latency [21]. Some likely methods include
throttling performance, reducing internal parallelism (channel
gating), reducing the SSD microcontroller clock frequency, or
simply not reaching the power limit if the workload does not
demand it, all without host coordination [18], [39], [40]. The
available PSes are device-specific, but increasing the PS index
leads to an equal or lower maximum power limit. When APST
is available and enabled, the SSD autonomously transitions
between PSes based on activity. Users cannot control the power
state when APST is enabled. Furthermore, some consumer
SSDs (such as “A” and “B”) additionally expose inactive power
states, in which the SSD refuses I/O until it is transitioned back
to an active state. It is thus important to understand if setting
the PS manually can improve efficiency. Furthermore, raising
the PS index (e.g., PS2, PS3) also does not have to change idle
power, limiting their use for improving “idle” efficiency. Last,
PS changing takes time as NVMe SSDs specify a latency to
enter or exit a PS, which can sometimes be multiple seconds,
such as for inactive power states intended for sleep or idle.

We evaluate PSes by repeating our random read experiment
for all active PSes on each SSD and by measuring idle power
for all active PSes. Additionally, we evaluate the effect of
APST state switching on SSD “A”–“B” by measuring P99
latency during APST’s wake-up time and comparing it to
PS0’s P99 latency. We did not observe an effect on CPU
efficiency. We make several observations. First, while PS’s
impact on SSD efficiency is device-specific, we never observe
a higher PS improving SSD efficiency for our workloads. On
SSDs “C”–“E”, the power state does not change read efficiency.
Furthermore, on these SSDs, read workloads never reach the
specified PS capacities. On SSD “A”, however, we find that
raising the PS index lowers efficiency, even before the PS



capacity is reached. We plot the efficiency of “A” per PS for
QD scaling in Fig. 9a. Here, the efficiency of PS1 and PS2 is
lower than PS0 before bandwidth saturation. Second, setting
the PS for reducing idle power is not always effective. We plot
idle power in Fig. 9b for all active PSes per SSD, with the
power on the y-axis. For SSDs “B”–“E”, idle power is identical
across all active power states. Only SSD “A” lets active PS
changes reduce idle power, up to 26.81% from PS0 to PS2.
Inactive power states (only available on consumer SSDs “A”–
“B”) always lead to idle power reduction. For example, idle
power on SSD “B” decreases from 1.79 W in PS0 to 1.35 W in
PS4 (inactive). Third, we observe (not plotted) that the impact
on random read P99 latency during PS switching is substantial.
On SSD “A” with 4 KiB requests and QD=256, P99 latency
increases from 1.53 ms to 39.05 ms (25.52×) in the time it
was switching from PS2 to PS0. Furthermore, switching from
inactive to active PSes takes up to 5 s. APST sets the PS based
on idleness, i.e., beyond control of workloads.
O5: Increasing the NVMe PS limits the power an SSD can
consume, but since PS implementation is firmware-controlled
and opaque to the host, it does not ensure efficiency. For three
of the evaluated SSDs, the PS does not affect the efficiency of
any read workloads, and for SSD “A”, it lowers the efficiency
even before saturation. Setting the PS also does not ensure
idle power is reduced, with only SSDs “A” and “B” reducing
it in (some) states. Setting the PS is thus effective for power
capping, but we recommend making PS switching optional
for the highest efficiency. We further observe that latency
in PS switching, such as done by APST, is high; hence, we
recommend disabling APST for stable efficiency (e.g., bursts).

(RQ5) What is the effect of I/O control mechanisms on
energy efficiency when saturating the SSD?
I/O control mechanisms aim to control storage device per-
formance QoS for workloads. They are used to improve
individual tenant performance and isolation between tenants. In
Linux, such control is enabled by I/O schedulers and cgroups.
Linux’s schedulers are known to incur CPU, performance, and
energy overhead on NVMe and provide limited QoS benefits
across tenants [19], [33], [41]. However, the I/O scheduler
Kyber is still beneficial to prioritize reads or writes for one
tenant [42]. To ensure performance between tenants, the cgroups
io.cost knob achieves the highest QoS, but requires more
CPU resources [33]. With this question, we determine the
achievable energy efficiency for both io.cost (not known)
and Kyber, to compare them against previous knobs.

For workloads, we run 4 KiB and 1 MiB random reads
at QD=256 on SSD “D” and attempt to saturate the SSD
by scaling up, following [33]. For Kyber, we scale up by
increasing the number of threads in a process (1–20), emulating
a single tenant; for io.cost, we scale up by increasing the
number of processes (1–20), each in its own cgroup, emulating
tenants. We configure io.cost’s model to give all tenants
equal weight and set the performance model past the PCIe limit
to ensure we only evaluate overhead. The goal is to evaluate
if the achievable efficiency is affected.

We observe (not plotted) that the peak efficiency and

bandwidth saturation are unaffected when io.cost is enabled
in our setup. Kyber saturates the SSD and achieves identical
peak efficiency to the none (no scheduler) case. However, we
observe that enabling Kyber can still reduce CPU efficiency,
as it exhibits a gradual increase in power per thread, especially
when using small requests. For example, with 10 threads (one
thread per core) and 4 KiB requests, we observe Kyber to
use 87.37 W (CPU) compared to none’s 71.76 W, and to
have 17.86% lower efficiency as a result. We verified that
this increase is due to an increase in CPU load. Kyber can
thus lead to reduced CPU efficiency when enabled.
O6: io.cost does not affect achievable energy efficiency.
Kyber can reduce CPU efficiency, especially for small
requests at high QD, as Kyber increases CPU load per
thread; for example, we observe energy efficiency differences
up to 15.83% on SSD “D” with 10 threads.

(RQ6) Do our energy-efficiency observations hold across
Linux file systems and applications?
Applications generally interact with an SSD through a file
system (FS) rather than the raw block device. Consequently,
raw device observations do not translate directly to application
storage behavior. The FS introduces a layer that alters the
request stream, e.g., through allocations, request merging and
splitting, metadata accesses, or journaling and checkpointing.
As a result, it is important to verify whether our previous recom-
mendations still apply at the file system level, and whether any
host- or device-side observations change. Specifically, we verify
whether our I/O shaping, I/O interface, and DVFS observations
still apply on the file system level. Last, we show for selected
application workloads how our observations can change beyond
microbenchmarks. A complete analysis of file system and
application efficiency is beyond this work’s scope.

File system microbenchmarks: We evaluate the state-of-the-
practice Linux file systems XFS [43] and EXT4 [44]. We also
validate selected configurations with F2FS [45], but not the full
configuration space. First, we run our direct-I/O fio random
read experiments across all I/O interfaces (except SPDK, which
is user-space) and with DVFS. Since file patterns affect FS
performance and therefore device-level behavior, we evaluate
across multiple file sizes: 16 KiB (similar to filebench’s varmail),
1 MiB, and 1 GiB. Before each run, we precondition the SSD
with our SNIA preconditioning workloads over the file set [32].
Next, we open at most 10 K files, but still fill the whole drive.
For 1 MiB and 1 GiB files, we use similar-sized files, and for
16 KiB files, we fill one directory with 10 K files and fill the
remainder of the drive with one large file due to FS limits. The
goal of this experiment is to verify if our prior observations hold
for synthetic workloads on state-of-the-practice file systems.

First, from our fio workloads, we observe (not plotted) that
the file system layer preserves the overall random-read SSD
and CPU efficiency trends for request size, QD, and threads
This indicates that the file system does not invalidate our
observation that bandwidth is the primary efficiency driver, but
only changes the level of host-side concurrency required to
expose the same device-level bandwidth.

Second, we observe that our I/O interface recommendations
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Fig. 10. XFS CPU efficiency on SSD “D” (1 GiB files).

are similar. In Fig. 10 a–b, we plot I/O engine QD scaling
on XFS for 4 KiB and 1 MiB requests. Here, polling interfaces
still achieve the highest efficiency for small requests at high
queue depths (QD >32), whereas interrupt-driven interfaces
generally achieve the highest efficiency for large requests (see
Fig. 6). However, the file-system layer can alter this ordering
in selected cases. For example, in some F2FS configurations,
polling outperforms the interrupt-driven interfaces for 1 MiB
requests. Based on the differing time the kernel spent processing
the requests in these tests, we hypothesize that this inversion
occurs because the file system can change the effective request
granularity and CPU work distribution, thereby changing the
balance between polling overhead and interrupt overhead.

Third, we observe that our DVFS observations (O4) still
apply. In Fig. 10 c–d, we plot the effect of DVFS for I/O
engines for small and large requests. Similar to our raw storage
observations, DVFS improves efficiency across all I/O engines
for large requests and for polling interfaces for small requests
(see Fig. 8), because bandwidth remains stable while CPU
power decreases. For small requests at high queue depth,
lowering CPU frequency can reduce efficiency if the throughput
loss exceeds the power savings. We observe the same trends
for the other file systems, file distributions, and SSDs.

Application level benchmarks: The fio experiments above
configure I/O shapes (i.e., request size, QD, threads), I/O
interfaces, and DVFS for direct storage and file systems on the
micro-benchmark level. However, application workloads can
behave differently on both storage and compute-level; hence,
it is important to verify if our findings hold there as well. As
a full application study is beyond the scope of this work, we
instead focus on a few examples showcasing how to approach
our knobs on the application level and where prior trade-offs
can change. Crucially, unlike with fio, application workloads
usually do not expose low-level knobs like request size and QD
directly. Therefore, we make small modifications to application
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Fig. 11. File system IOPS efficiency on “D” and “E” with varmail as workload;
note different y-axes for (b) and (c).

configuration or use knobs outside of applications (e.g., DVFS).
In particular, we showcase how the choice of most efficient file
system can differ per SSD + workload, showcase how (DVFS)
recommendations can change for a workload, and showcase
an example of how we can apply I/O shaping indirectly.

We run filebench’s varmail and fileserver workloads on XFS,
EXT4, and F2FS. We run varmail with 1 million files, and
fileserver with 1,500 files and a mean file size of 10 MiB (to
increase I/O intensity only). Additionally, we run varmail with
a DVFS knob sweep. The same frequency range from our fio
DVFS test was used, with the DVFS experiments run on “D”.

In Fig. 11, we showcase how the choice of most efficient
file system can differ per SSD and workload. We plot varmail’s
efficiency per completed file I/O operation (i.e., read, write)
for each hardware component. We find that for the CPU
in our setup, XFS is the most efficient and F2FS the least
(up to a 15.29% difference), whereas for SSD efficiency, it
depends on the SSD model. Furthermore, for CPU efficiency,
“D” is more efficient than “E”; whereas for SSD efficiency, this
ordering reverses, and “E” is more efficient than “D”. The server
follows the CPU as CPU power is dominant in our workloads.
These findings indicate two things (which we verified with
fileserver): the choice of file system impacts both SSD and CPU
efficiency differently for applications, and the most efficient
file system or SSD depends on which component is measured.
This likely arises from differences in how much host-side work
is performed per file operation. Thus, the application results
complement rather than replace the microbenchmarks; the
controlled fio experiments identify the lower-level mechanisms,
while the application benchmarks determine the most efficient
FS/SSD per workload.

Next, we evaluate if and how our recommendations can
change for applications by combining varmail with DVFS
(O4). We observe (not plotted) that the combined CPU + SSD
efficiency is optimal at 2.32 GHz. When increasing frequency
from 1.00 GHz to 3.20 GHz throughput increases by 124.29%,
while efficiency increased by only 27.28% because of a 76.22%
increase in power. Efficiency peaks at 2.32 GHz, and is 7.66%
lower at 3.2 GHz. In contrast, the corresponding fio workload
(see O4) is most efficient at 1.44 GHz, where SSD efficiency
increases by 87.57% in the same frequency range as higher
SSD throughput improves efficiency. The underlying efficiency
trade-offs for improving efficiency remain, but similar to what
we observed with filesystems, the additional CPU work shifts
the optimal frequency.

For I/O shaping (O1, O2), we run YCSB’s Workload A with



RocksDB on EXT4 using 10 threads, 25 million records, and
25 million operations (modified for workload intensity). The
YCSB run consists of a “Load” phase where all the records
are inserted, followed by a “Run” phase consisting of 50%
reads and 50% updates. We compare a controlled baseline
with two I/O shaping “options” profiles tuned for “low” or
“high” throughput. These profiles change several coordinated
options, so they evaluate application-level configurations rather
than attributing an effect to any single option. Relative to the
baseline, the “high” throughput profile increases background
jobs from 2 to 8 (more threads), enables pipelined writes,
increases memtables and SSTs from 64 MiB to 512 MiB (larger
flushes and compaction I/O), increases memtables from 2 to 8.
The “low” throughput profile instead uses only one background
job, 16 MiB memtables and SSTs, and further restricts open
files. To prevent the file system and the Linux page cache
from affecting the results, all profiles use direct I/O for reads,
flushes, and compactions. Similarly, memory mapping, block
cache, and compression are disabled.

Finally, the RocksDB profiles show that application-specific
storage shaping options can produce substantially different
efficiency optima even when the filesystem and hardware
remain unchanged. On “D” (not plotted), relative to the
controlled baseline, the “high” throughput profile improves
combined CPU + SSD efficiency by 196.25% during YCSB
Load and by 86.80% during Run. This increase occurs because
throughput increases by 255.89% and 92.55%, respectively,
outweighing the increased CPU and SSD power, which only
increased by 19.71% and 3.08% respectively. In short, both
hardware component efficiencies improve. Conversely, our “low”
throughput profile reduces efficiency by 53.68% during Load
and 60.66% during Run, while CPU + SSD power dropped
only by 5.73% during Load but increased by 8.87% during
Run. Therefore, the bandwidth and I/O-shaping mechanisms
identified with fio in O1–2 can provide useful guidance at
the application level. Other applications can similarly identify
controls that affect shaping indirectly, but their exact settings
and optima must be re-evaluated with measurements. We
hypothesize that integrating energy efficient designs directly
into application designs will further improve efficiency.

O7: Our random read recommendations for I/O shaping,
interfaces, and DVFS apply to raw storage and, in our
microbenchmarks, generally extend to Linux file systems.
However, the exact trade-off optima change and require FS-
specific optimizations. The choice of Linux FS affects CPU,
SSD, and server energy efficiency differently; hence, when
optimizing FS efficiency, the measured hardware component
should be considered carefully. Like with our fio FS evaluations,
we observe differing efficiencies on evaluated Linux FSes
and SSDs with filebench, arising due to differences in the
FS and the workload. With YCSB+RocksDB, coordinated
application-level options for indirect I/O shaping likewise shift
efficiency substantially for both the SSD and CPU. In general,
practitioners should determine the most efficient configurations
for their specific workload(s) and setup.

IV. DISCUSSION

In this section, we discuss how each hardware component’s
efficiency is affected by each storage layer and which evaluated
knobs have the largest impact on efficiency. Both of these
questions are answered for our setup, and while we believe
that they generalize across flash-based NVMe SSDs and
x86 CPUs, optima can change between setups. Therefore,
nvme-energy-bench enables practitioners to find and
understand their setup optima, allowing them to make informed
trade-off decisions. Its sensors and workloads (as YAML) are
modular and configurable.

(RQ7) How do efficiency and host-managed trade-
offs differ between hardware components? Which knobs
determine efficiency?
Flash-based NVMe SSDs: Our analysis shows that the band-
width primarily controls flash-based NVMe SSD efficiency.
The impact of I/O scaling methods and access patterns on
both bandwidth and efficiency differs and is device-specific;
hence, it requires device-specific optimization (O1–2). As
expected, writes have low and unstable efficiency. We further
find that NVMe power states and APST do not lead to increased
efficiency on any of the evaluated SSDs, but do lead to reduced
efficiency on some SSDs (O5). Last, the choice of Linux file
system affects SSD efficiency (O7). To improve SSD efficiency,
we thus primarily recommend maximizing I/O bandwidth, and
tuning the I/O shape at the raw storage and file system layers.

CPU: CPU efficiency for I/O-only workloads is equally
determined by bandwidth, but with similar bandwidth, request
size scaling, followed by queue depth, and threads are re-
spectively most efficient. We observe this correlation for all
evaluated SSDs and I/O interfaces (O1–2). CPU efficiency can
also be significantly improved by the choice of I/O interface
and DVFS (O3–4). We find polling interfaces more efficient
for small I/O (e.g., 4 KiB), but only at high QD (e.g., QD>32),
and interrupts (and syscalls instead of spoll) elsewhere. Unlike
past research on ULL SSDs, we further find polling to be
inefficient on some NVMe SSDs. Lowering frequency with
DVFS can improve efficiency with all evaluated interfaces
(provided only I/O is running), but can also reduce efficiency
when using small requests at high QD (polling use-case). The
potential performance decrement with DVFS is smaller for
polling interfaces. Our CPU interface and DVFS observations
are preserved on the file system level for random reads (O7).
Lastly, the I/O control mechanism Kyber reduces efficiency
but can still saturate the SSD (i.e., its impact is smaller than
that of the other knobs; O6). In short, for the CPU, we
primarily recommend maximizing I/O bandwidth. To maximize
bandwidth, we recommend using large requests and a high
queue depth over threads, and considering both the I/O interface
and the CPU frequency. For such large requests, interrupt-driven
interfaces are recommended.

Whole-server: In our experiments, server efficiency always
follows the CPU findings with a small SSD impact (i.e., due to
the smaller power range). Therefore, we recommend primarily
optimizing for the CPU. We hypothesize that for a server with



many SSDs or a weaker CPU, e.g., AFA, the trade-offs of
SSDs become more apparent; there, the I/O shapes of the
SSDs need to be considered. Practitioners can further use our
recommendations to build a more energy efficient storage stack
that accounts for the interface, I/O shapes, and CPU frequency.

Storage dense systems: Our server level conclusions are
drawn from our single SSD x86 setup, where CPU power
dominates whole server efficiency. In our single-SSD setup,
the host stack is not the throughput bottleneck, as we can
saturate the evaluated SSDs. In storage-dense systems, such
as flash arrays with many SSDs, this balance can change:
additional SSDs may improve aggregate SSD efficiency by
increasing throughput, but only if the host stack can keep pace.

Prior work shows that although additional SSDs can raise
aggregate raw bandwidth, CPU overheads, I/O scheduling,
synchronization, and other software costs can prevent systems
from realizing that throughput and can require substantial
host-side work, thereby increasing power without improving
aggregate bandwidth [20], [41], [46], [47]. Storage energy
studies that jointly consider CPU and storage device power
further suggest that the CPU ↔ device balance remains
important in practice [7], [38]. This also extends O7: in storage-
dense deployments, the FS should be viewed as request-shaping
layers whose energy impact depends on the target component.
Direct measurements on storage-dense systems are required to
better understand them, which we leave to future work.

Implications for multi-SSD storage software: These ob-
servations can also inform the design of file systems and
storage systems that manage multiple SSDs. In such systems,
component-level efficiency information can be used to decide
when to optimize for host efficiency, when to expose more SSD
parallelism, and when to consolidate activity onto fewer SSDs
so that other devices can enter lower power states, although
results also show that raising the NVMe power state index
does not necessarily improve efficiency and can introduce
substantial transition latency, suggesting multi-SSD power state
switching should be workload-aware and optional rather than
a static policy. We leave an evaluation of such storage-dense
configurations to future work.

V. LIMITATIONS

Configuration space: The evaluated knobs form a large
combinatorial configuration space. We do not propose an
exhaustive combinatorial sweep or an automatic search strategy
for exploring this space. Instead, we build on prior work and
execute preliminary characterizations to select representative op-
erating points. We follow this selection by extensive cross-knob
experiments involving request size, queue depth, threads, I/O
interfaces, DVFS, NVMe power states, and file systems. The
modular YAML configurations in nvme-energy-bench
allow future studies to extend these sweeps to other regions
and workloads. Consequently, our representative points may
miss narrow interaction effects. As new knobs are added, the
measurement cost grows combinatorially, making guided search
strategies important future work.

Hardware and system diversity: Our measurements use a
single x86-64 server and therefore cover one CPU, memory,
PCIe, and NUMA configuration. Although the five evaluated
SSDs span consumer and datacenter classes, the device
diversity does not establish portability to other architectures,
more modern DDR5 memory, PCIe topologies, or NUMA
configurations. We also retain the system’s default CPU C-state
policy rather than sweeping C-states explicitly. Similarly in
our DVFS tests, the baseline uses the schedutil governor. Other
governors were not tested. Such policies may change the CPU
energy trade-off for interrupt I/O. Energy efficiency optima are
likely to change across hosts, and nvme-energy-bench
aids in discovering this optima.

Single SSD, RAID, and other storage configurations: We
evaluate one SSD at a time to isolate and attribute power or
efficiency changes to SSD, CPU, and whole server. Without
measuring power at each point, opposing trends would be
hidden. We therefore do not evaluate multi-SSD systems,
storage-dense systems, RAID, networked or distributed storage
as they are beyond the scope of this work. Such systems
introduce numerous software and hardware knobs that confound
attribution. Additional device parallelism, CPU and mem-
ory overheads, PCIe contention, synchronization, redundancy,
RAID computation, and network overheads may change both
the bottleneck and the balance between host and device energy.
Extending our component-level methodology to multi-SSD,
RAID, and other storage systems is important future work.

Workload representation: Most experiments use synthetic fio
workloads because they permit controlled isolation of individual
knob (interactions). They do not capture application access
patterns. Our filebench varmail and fileserver experiments
and the YCSB-RocksDB evaluation provide application-level
validation of selected findings and are more representative.
These results demonstrate that optimization opportunities
extend beyond fio for the evaluated application workloads.

Device and firmware dependence: We evaluate 5 represen-
tative SSDs spanning both consumer and datacenter classes,
thus covering diverse SSD designs. However, NVMe SSDs
are black-box devices whose FTL, garbage collection, caching,
throttling, and power-state implementations are controlled by
proprietary firmware. Our measurements establish empirical
associations between exposed configuration knobs and energy
efficiency, but cannot directly validate causal mechanisms inside
proprietary firmware. Explanations involving FTL behavior are
therefore treated as hypotheses unless supported by externally
observable evidence. These differences in firmware are partially
responsible for observed device-specific optima. However, the
general trends we observed largely carry across the tested
devices, and we expect that the findings will generalize to other
NVMe SSDs with similar firmware and hardware designs.

Taken together with the limitations above, our goal is not
to prescribe universal optima, but to identify which knobs and
cross-component effects should be considered and to establish
high-level trends per component. Practitioners can then use
nvme-energy-bench to revalidate trends and determine
local optima for their systems.



VI. RELATED WORK

Below we give an overview of related energy characterization
and optimization studies. Two studies are directly adjacent.
Cao et al. [7] optimize energy efficiency for ARM-based
flash arrays and provide a per-component analysis for their
workloads. We complement this work by further considering
NVMe power states, additional host-controlled knobs, and
the per-component trade-offs of software knobs on x86-64.
Sandman [38] introduces a scheduling framework for reducing
energy use in flash arrays and characterizes energy for selected
software components.
Benchmarking and profiling tools: Academic studies gener-
ally select workloads for their goals. Xie et al. sweep request
shapes with fio while PACER uses vdbench, datacenter traces,
and MLPerf , showing that SSD energy research generally lacks
a well-defined “standard” benchmarking tool or methodology,
but rather uses a host of different benchmarks with various
intents [7], [21], [48]. fio, filebench, and YCSB, among others,
provide workloads at the block, filesystem and application
level, while the SNIA PTS standardizes SSD performance and
preconditioning procedures [29], [30], [31], [32]. Other tools
like CNSBench orchestrate cloud-native storage benchmarks,
while fiosynth provides orchestration for various fio workloads
on flash devices [49], [50]. No single tool provides an end-to-
end framework for orchestrating all the operations required to
study energy trade-offs across the Linux storage stack. Rather
than replacing them, nvme-energy-bench orchestrates the
entire pipeline, integrating workloads alongside energy sensors,
software sensors, NVMe power-state control, DVFS, filesystem
setup, NUMA configuration, cgroups, tracing with bpftrace,
repetitions, and automated plotting, thus offering an extensible
benchmarking platform.
Characterizations of storage devices: Various works charac-
terize the power of storage devices. Similar trade-off analyses
were conducted on HDDs more than a decade ago. For example,
Hylick et al. [51] characterize HDD energy consumption for
I/O shaping and power modes. Other works discuss HDD power
control methods similar to NVMe power states; for example, by
downspinning [52], [53], [54] or modulating revolutions [55].

Before the emergence of NVMe SSDs, various studies
characterized the energy of raw flash storage and early SATA
SSDs [12], [13], [14], [15], [16]. Cho et al. [17] discuss the
energy impact of flash-based SSD designs, including the FTL
(e.g., firmware). Zhang et al. [18] discuss the energy impact
of accelerating I/O in SSDs. Shi et al. [56] discuss the energy
implications of SSDs with hybrid flash memories. Chang et
al. [57] discuss the design and implementation of an SSD
with multiple power states. Other works incorporate flash
power design considerations into simulators and emulators [58],
[59]. While these flash observations still apply, modern SSDs
hide flash internals in the FTL, and NVMe SSDs have a
fundamentally different performance model than SATA SSDs.

For NVMe SSDs, Xie et al. [21] characterize flash SSD
energy for NVMe power states. There are also various works
that consider the energy of ultra-low latency (ULL) SSDs [60],

[61], [62], [63], i.e., not conventional flash-based SSDs.
Whole system characterizations: Several other studies char-
acterize whole system energy for selected trade-offs, i.e.,
focusing on one software component. These studies provide the
foundation for this work. They include the choice of polling
versus interrupts [35] (ULL), I/O schedulers [19] (ULL), and
I/O interfaces [20] (ULL). Furthermore, other studies optimize
the energy efficiency of these components. Qian et al. [64]
optimize I/O thread scheduling for NUMA machines. Li et
al. [34] make SPDK more energy-efficient with SPDK+.
Carbon footprint of storage: Lastly, the carbon footprint
of storage is an active optimization goal of storage [65]. For
example, SSD embodied costs [66], scheduling based on carbon
intensity of energy resources [67], designing cloud servers for
lower carbon [68], using (lower-quality or worn-out) devices
longer [69], and the impact of the chosen storage device [70],
[71]. These works are orthogonal to this work.

VII. CONCLUSION

In this work, we evaluate the energy efficiency trade-offs
for flash-based NVMe SSDs in the Linux storage stack. While
previous research has examined the impact of individual soft-
ware knobs and individual (specialized) hardware components,
we provide an overarching perspective on the combination of
knobs and their impact on individual hardware components
when using flash NVMe. The paper’s central contribution is
component-level attribution across the Linux storage stack.
We identified that primarily increasing I/O bandwidth leads to
higher efficiency on the SSD, CPU, and server of our setup.
In short, maximizing the bandwidth is key to improving flash-
based NVMe SSD efficiency for storage workloads. We further
make 7 observations that indicate that beyond the bandwidth,
the choice of I/O shape, access pattern, I/O interface, and DVFS
can significantly improve CPU and server efficiency, for both
direct storage and file systems. Our results provide guidance
on how Linux storage-stack knobs affect NVMe storage energy
efficiency across hardware components. filebench and YCSB-
RocksDB validate selected mechanisms beyond synthetic fio
workloads, while also showing that application processing can
shift the efficient operating points.

In addition, nvme-energy-bench enables practitioners
to reproduce this characterization on their own systems and
identify local efficiency optima for their specific hardware
and workloads. Finally, we believe these component-level
observations can guide future multi-SSD storage systems in
deciding when to trade host efficiency, SSD parallelism, and
device power state transitions.
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A. Artifact Appendix
A.1 Abstract
This artifact contains the scripts and datasets of Characterizing En-
ergy Efficiency Trade-offs in the Linux Storage Stack for Flash-based
NVMe SSDs. It contains the source code of nvme-energy-bench,
all the experiment configuration files used for the results in the
paper, and a dataset containing 47 GiB of compressed workload
and power measurements from 1289 runs. The data of these runs
is sufficient to reproduce the paper’s workload results. The artifact
contains two artifact evaluation workflows. The first is a a replay
workflow that regenerates the intermediate cleaned analysis data
and generates plots using nvme-energy-bench integrated plot
tool (creates plots identical to the paper’s plots). This workflow is
automated and does not require the original SSDs or power sensors.
To reproduce the raw benchmark data, a separate, optional “remea-
surement” workflow can be followed. This workflow collects new
measurements on a dedicated server + NVMe SSD with various
hardware and software sensors.

A.2 Artifact check-list (meta-information)
• Program: nvme-energy-bench, using Rust for the orchestrator and

Python for the plotting scripts.

• Compilation: Replay analysis: Docker; Remeasurement: Rust 1.97.0,
Python 3.12, fio 3.41, filebench 1.4.9.1.

• Run-time environment: 64-bit Linux host with Docker (tested on
Ubuntu 24.04 LTS, Kernel 6.8).

• Hardware: 64-bit machine (x86-64 to get results closest to the paper)
and for the remeasurement workflow an NVMe SSD. Additionally, for
comparable power measurements use the PowerSensor3 and NETIO
PowerPDU as hardware sensors, and RAPL as a software sensor.

• Execution: Command line.

• Metrics: Throughput, IOPS, latency, power, energy, IOPS/J, and Bytes/J
for SSD, CPU, and server separately.

• Output: Recreated paper figures, JSON intermediate analysis data.

• How much disk space required (approximately)?: 47 GB download;
179 GB after extraction, plus generated outputs.

• How much time is needed to prepare workflow (approximately)?:
Replay: Dataset download & extraction time + 10 minutes; Remeasure-
ment: 5 minutes.

• How much time is needed to complete experiments (approximately)?:
Replay: 10 minutes; Remeasurement: 72 hours per SSD.

• Publicly available?: Code at https://github.com/atlarge-research/nvme-
energy-bench; dataset through the DOI below.

• Licenses: Code: Apache-2.0; data: Creative Commons Attribution 4.0
International.

• Workflow automation framework used?: Bash scripts to run the replay
and remeasurement workflows.

• Archived (provide DOI)?: Code: https://doi.org/10.5281/zenodo.21849955;
dataset: https://doi.org/10.5281/zenodo.21848710.

A.3 Description
The replay workflow does not require any SSDs or power sensors,
and merely regenerates intermediate analysis JSON data and cleans
the existing dataset using nvme-energy-bench, and then generates
our final plots used in the paper. It does not run benchmarks.

The optional remeasurement workflow requires a dedicated
NVMe SSD and power sensors, and runs the experiments we
performed.

A.3.1 How to access
The artifacts for nvme-energy-bench and the dataset are available
at:

code archive: https://doi.org/10.5281/zenodo.21849955.
git repository: https://github.com/atlarge-research/nvme-energy-
bench.
Dataset: https://doi.org/10.5281/zenodo.21848710.

A.3.2 Hardware dependencies
The replay workflow can be run on any 64-bit Linux host with
Docker, and does not require any special hardware, although it is
recommended to use a multi-core CPU for faster processing of the
dataset, and to extract the dataset to a local SSD, as the extracted
dataset has over a million files.

The optional remeasurement workflow requires a 64-bit Linux
host and a dedicated NVMe SSD with power sensors (i.e., Pow-
erSensor3, NETIO PowerPDUs, RAPL for most similar output) for
direct energy consumption measurements.

A.3.3 Software dependencies
The replay workflow uses Docker on Ubuntu 24.04 LTS, Kernel
6.8, with pinned Python and Rust dependencies, and a provided
Dockerfile available in the artifact directory in the source code
artifact.

The Remeasurement workflow requires Rust 1.97.0, Python
3.12, and the following tools: fio 3.41, filebench 1.4.9.1, SPDK
(v24.09), NVMe CLI (1.16), PowerSensor3 host library. Further
information on software dependencies are provided in the source
code’s README.md.

A.3.4 Data set
The 47 GB compressed dataset (179 GiB extracted) contains experi-
ment configuration files, raw sensor measurements, metadata. The
dataset is distributed as indexed, multipart BagIt archives. The top
level README.md provides information on the dataset, along with
a list of which result directories correspond to which tested SSD.
Our setup script has integrated downloading and extraction of the
dataset.

A.4 Installation & Setup
A.4.1 Replay workflow
Download the code artifact. The artifact contains a setup-replay.sh
script that builds the analysis container, then downloads and extracts
the dataset. From the artifact directory in the code artifact, run:
./scripts/setup-replay.sh --download-dataset
path_for_dataset_download --extract-dataset
path_for_extracted_dataset --zenodo-record
dataset_DOI_or_zenodo_record_id

The script builds the analysis container, then spins up another
container to download and extract the dataset. Successful comple-
tions end with AE setup: PASS.

A.4.2 Optional remeasurement workflow
Follow the setup instructions provided in the README.md for the
code artifact.

A.5 Experiment Workflow
A.5.1 Replay workflow
From the artifact directory in the code artifact run:
./reproduce.sh --dataset path_to_extracted_dataset
--output path_to_figure_output_directory
--skip-nvme-plots

For all experiments plotted in the paper, the container first
runs nvme-energy-bench plot to generate cleaned and pro-
cessed data (computes IOPS/J, etc.). It then runs fig.py to gen-
erate the paper plots. The dataset remains unchanged. Omitting
--skip-nvme-plotswill also regenerate the original nvme-energy-bench



plots, which are meant for live experimental analysis and can take
significantly longer to generate (since they generate thousands of
plots).

A.5.2 Optional remeasurement workflow
For the measurement workflow a few configuration steps might be
need as hardware and software setups might not be identical. In
particular, configuring sensors and experiments. These are defined
below. Apart from these basic configurations, run:

Experiment configuration is done through YAML files, where
sensors, system configurables like NUMA or DVFS, benchmark
parameters, and plotting are configured. Example experiment con-
figurations are present in the README.md, and in our source code
artifact, under iiswc-configs.

There is no automated script here, and reviewers are expected
to run each of the provided experiment configuration files, after
modifying the YAML configurations for their exact setup. Critically,
the configured device must be changed to the correct attached
NVMe drive to be used for testing. Failure to set the correct drive can
lead to drives with useful data being wiped. nvme-energy-bench
is expected to always be run from its repository root (because of
plotting and other dependencies), and is always expected to run
with sudo or similar root access, since mount, format and similar
commands usually require such access.

On machines with multiple NUMA domains,
nvme-energy-bench should be run on a different NUMA domain
than the one running the benchmark application. It is also crucial
that the NUMA domain running the benchmark application controls
the PCIe lanes to the NVMe SSD.

Reviewers are also expected to ensure that the node is in an idle
state with all non-standard processes & services stopped, since a
few additional processes can vastly change perceived idle power.

Running an nvme-energy-bench experiment:
sudo -E RUST_LOG=debug
target/release/nvme-energy-bench bench -c
my_config.yaml

1. Run the appropriate preconditioning configuration file. When
running experiments that only run read operations, precondition
before the run. When an experiment performs write operations,
preconditioning must be performed after each experiment, en-
suring steady-state before the next experiment.

• precondition.yaml for raw device experiments using fio
• precondition-fs.yaml for FS experiments with fio
• precond-create-fs-*.yaml for the 1 GiB, 1 MiB, 16 KiB

configurations. Preconditioning here is in two files, a stage 1
and stage 2 file, run in sequence.

2. Run each experiment, e.g., io-engine-threads.yaml, qd.yaml.

A.6 Evaluation and expected results
A.6.1 Replay workflow
The list of the relevant plots is provided in artifact/README.md,
and comparing these with the plots in the paper should be sufficient
to verify the results.

A.6.2 Optional remeasurement workflow
nvme-energy-bench will store each run in the results directory, as
the name for your experiment suffixed with the datetime, e.g. request-
size-2025-12-02_03-26-10. The directory will contain a copy of the
YAML configuration used for the run, an info.json metadata file
mapping each run configuration to a data subdirectory containing
the sensor csv files, as well as other metadata about the run.

If plotting was enabled or if the plot command is used later
to generate plots, a plot_data directory is created inside the results

directory for the experiment run. It is up to the plotting plugin
to read the sensor CSV files, clean out anomalous readings or
errors, and calculate descriptive statistics. In the provided plugins,
cleaned data is emitted as JSON files under the plot_data directory,
which is used by python plotting scripts to generate useful plots.
nvme-energy-bench includes a variety of standard plotters for
Throughput, IOPS, Latency, Power, IOPS/J, Bytes/J, CPU Freq,
CPU Load.

A.7 Experiment Customization
nvme-energy-bench is designed to be extensible with new sen-
sors & benchmarks. The README.md provides instructions for
adding new sensors & benchmarks, including how to implement
the Sensor or Bench interface in Rust, integrating them into
nvme-energy-bench. Additionally, generating plots and cleaned
data for a benchmark application requires implementing the Plot
interface, with various utility functions for cleaning data included.

nvme-energy-bench currently implements the following.

• sensors: PowerSensor3, RAPL (through powercap), NETIO-
HTTP, Sysinfo, Disk statistics.

• benchmarks: Shell commands, fio, filebench, YCSB, TPC-C
(Postgres), MLPerf , H5Bench.

A.8 Methodology
Submission, reviewing and badging methodology:

• https://www.acm.org/publications/policies/artifa
ct-review-and-badging-current

• https://cTuning.org/ae
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